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New to Machine Learning?
- No-rocket science explanation of Gradient Descent
- What you already should now:

Gradients, Directional Derivatives, Inner Products
- What I will explain:

What is the Gradient Descent? Why the gradient? What is its role in 
Machine Learning (specially in FNN)?



What is Machine Learning?

Data based on Housing Prices Competition for Kaggle Learn Users 



What is fitting a line?

Answer: is reducing error!

● Line functions:

● Cost function (Mean Square Error):



… and the Magic 
starts!

-               has a unique 
minimum!

- It can be achieved by 
following 

- Such procedure is called 
Gradient Descent

- Precisely, one starts at a 
point       and moves            to 
a new point     , where the 
process is repeated.



Feedforward 
Neural Networks

Image from http://alexlenail.me/NN-SVG/index.html



- Although complicated, g is just a function and 
its fitting error can be computed

- MSE can be used for the cost function as well
- The parameters of the cost function are the 

W-matrices:

- Dimensionality increases very easily:

- There are non-global minima



Chain Rule!

The choice of candidate function is not by 
chance, but made in such a way the 
gradient can be efficiently computed.

Works out-of-the-box!

Since the gradient is computable, we can 
apply the descent harmlessly and 
(hopefully) converge to a global minimum.

Gradient Descent on FNN's



Conclusion
- Gradient descent is a robust optimization method, 

widely used in Machine Learning algorithms. 
- Although Neural Networks' candidates present 

elaborate derivatives, do not panic: your job in NN 
is to have fun choosing the right architecture, 
starting point, learning rate and some other stuff. 
The gradients and core mathematical calculations 
are all done by your favorite ML package.

- For more details on FNN, Wikipedia offers a 
well-tailored article on Backpropagation. 

- And if you didn't buy yet the importance of using 
gradient descent, take a few minutes to compare 
it to a brute force method, at the section 'Curse of 
dimensionality' in this nice article. 

- The weights on Neural Networks are usually 
organized as tensors (TensorFlow = Tensor + 
(gradient) Flow, got it?). You can learn more about 
them in Aaron's great article on finxter. 


